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ABSTRACT

We employ Neural Discrete Representation Learning to map
a high-dimensional state space, made up from raw video
frames of a Reinforcement Learning agent’s interactions with
the environment, into a low-dimensional state space made up
from learned discrete latent representations. We show exper-
imentally that the discrete latents learned by the encoder of
a Vector Quantized Auto-Encoder (VQ-AE) model trained
to reconstruct the raw video frames making up the high-
dimensional state space, can serve as meaningful abstractions
of clusters of correlated frames. A low-dimensional state
space can then be successfully constructed, where each in-
dividual state is a quantized vector encoding representing
a cluster of correlated frames of the high-dimensional state
space. Experimental results for a 3D navigation task in a
maze environment constructed in Minecraft demonstrate that
this discrete mapping can be used in addition to, or in place of,
the high-dimensional space to improve the agent’s learning
performance.

Index Terms— state abstraction, discrete representations,
reinforcement learning, vector-quantized auto-encoder

1. INTRODUCTION

State abstraction in Reinforcement Learning has long been
seen as a promising direction to combat the curse of di-
mensionality by exploiting the structure of the problem at
hand. Abstraction takes two forms: temporal abstraction and
state abstraction. State abstraction exploits the structure of a
Markov Decision Process (MDP) to derive an abstract MDP
having a compressed state space but a similar optimal policy
to that of the original MDP. The goal of state abstraction is
to reduce the size of a given problems state space by group-
ing together similar states in a way that does not change the
essence of the underlying problem being solved. Structure
in state abstraction can emerge by grouping together a num-
ber of states from the original MDP into an abstract state
[1]. In this work 1 we introduce a method for the abstrac-
tion of high-dimensional spaces, done by grouping together
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correlated states consisting of raw video frame observations
and encoding them in a single state cluster represented by
low-dimensional discrete latents using a VQ-AE. Each clus-
ter of high-dimensional states represents a single state in
the resulting low-dimensional state space. We then examine
whether these state abstractions retain enough information
about the original states so that a behavioral policy learned
by a reinforcement learning agent over the low-dimensional
state space can translate effectively to a correct behavior in
the original state space. We experiment with: 1) provid-
ing intrinsic rewards to the agent based on the number of
visits to each state of the low-dimensional state space and
assessing whether rewarding curiosity for the exploration of
the low-dimensional state space translates to more effective
exploration in the original high-dimensional state space, 2)
learning a behavior policy directly on the low-dimensional
state space by replacing the neural network approximation
of the state-action value function in the high-dimensional
state space with a tabular representation in the tractable low-
dimensional state space. We then compare the learning per-
formance of this tabular agent with an agent learning a value
function approximation over the original high-dimensional
state space. Finally, 3) we assess whether the state abstrac-
tions encoded in the discrete latents can still be meaningful
when we transfer the agent to another similar but not identical
environment.

2. RELATED WORK

Several methods for state abstraction have been proposed: [2]
proposed a graph approach to Dynamic Abstraction by con-
structing a map of the topological structure of state transitions
and using a clustering algorithm to partition the state space.
[3] used a modified K-means clustering algorithm to partition
continuous state and action spaces, enabling the use of hierar-
chical reinforcement learning in the continuous domain. [4]
employed on-line EM clustering for the construction of effi-
cient feature spaces over which the estimation of optimal pol-
icy takes place. [5] introduced soft state aggregation via func-
tion approximation of soft state clusters, along with heuristic
adaptive state aggregation for extracting improved compact
representations of the state space. [6] used clustering in a con-
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tinuous reinforcement learning setting by abstracting a state
as a cluster of states over which a policy can be learned. [7]
used adaptive clustering in conjunction with Q-learning to ap-
proximate a policy over state and action sets. [8] introduced
a neural model for learning discrete representations called the
Vector Quantized Auto-Encoder (VQ-AE). The encoder net-
work outputs discrete rather than continuous latent variables
and avoids issues of posterior collapse typically encountered
in VAEs. The model was able, among others, to reconstruct
raw frames captured from an environment, using only the dis-
crete encoded representations. [9] improved the performance
of VQ-AE by replacing nearest neighbors with expectation
minimization as the method for extracting the discrete latent
variables. [10] showed that a VQ-AE is able to extract a dis-
crete representation of a high-dimensional state space useful
for constructing a tabular model of the environment. In this
work we employ a VQ-AE model with the goal of learning
discrete (Vector-Quantized) representations of the raw video
frames making up a high-dimensional state space. Then we
examine whether these representations are accurate enough
abstractions of the initial high-dimensional states to be used
both in conjunction and in place of a Deep Reinforcement
Learning model.

3. DISCRETIZATION OF A STATE SPACE

A Reinforcement Learning problem can be formalized with
a Markov Decision Process as a sequence of state →
action → next state tuples: (st, at, st+1), where t is a
given timestep in the environment. In a Deep Reinforce-
ment Learning setting, each state st is a high-dimensional
representation of the environment at a given timestep (e.g.
it can be a captured video frame of the agent’s viewpoint).
Even in a moderately complex environment, this results in
a very large number of state transitions, most of which are
highly correlated [11] and could theoretically be abstracted
away by merging them in a single cluster (Figure 1). In this
way, the very large number of possible states encountered
in a high-dimensional space can be reduced to a smaller
number of discrete states, thus making up a low-dimensional
state space where each state maps directly to a cluster of
high-dimensional states

3.1. Training the VQ-AE

We attempt to take advantage of this state correlation by en-
coding each state with a discrete representation using a VQ-
AE. We rely on the observation that highly correlated states
share the same discrete encoding, and therefore they can be
clustered together in a single discrete state represented by a
single encoding provided by the VQ-AE. In more detail, the
discretization bottleneck of the encoder provides a discrete
embedding vector of dimensionality D, where D is the max-
imum number of possible clusters of states, defined as a hy-

Fig. 1. Closely correlated frames s0, s1, . . . , s8 of the high-
dimensional space can be encoded by a VQ-AE with the
shared discrete encoding D that represents a discrete cluster
of states. The decoded state sD is the visual equivalent of the
shared representation of the original states.

perparameter. During forward computation, the discrete state
embedding vector is passed to the decoder as a one-hot state
vector, and during the backwards computation the gradient
is passed unaltered to the encoder using the straight-through
backpropagation trick as proposed by [12]. Since the out-
put representation of the encoder and the input to the decoder
share the same D dimensional space, the gradients contain
useful information of how the encoder has to change its out-
put to lower the reconstruction loss and can push the encoders
output to a different discretization in the next forward pass. If
e(x) is the encoder output given an input frame x and D is
the size of the discrete state space, the categorical distribution
of states can be defined as a one-hot distribution as follows:

q(e = d|x) =

{
1, if d = argmax‖e(x)‖
0, otherwise

(1)

where d is one of the discrete state embedding vectors ei
with i ε 1, 2, . . . , D. The objective of the decoder is to mini-
mize the L2 loss between a real frame x and its reconstructed
frame. The encoder uses the L2 loss to update the dictio-
nary of embedding vectors e and move them towards the en-
coder outputs e(x). Thus the final objective of the complete
Encoder → V ectorQuantization→ Decoder model is:

L = ‖x‖22 + ‖sg[e(x)]− e‖22 (2)

where sg is the stop-gradient operator [12]. In our experi-
ments we defined a maximum number of D = 4096 discrete
state clusters which corresponds to 4096 discrete embedding
vectors. Each state cluster can represent a subset of corre-
lated states from the initial state space S, with the volume of
the subset changing during the learning process to optimize
L. By the end of the learning process, the model is expected
to arrive at an optimal encoded representation of the original
state space S.

4. APPLICATIONS

We explore 3 applications of the state clustering in a high-
dimensional state space: 1) Generating intrinsic rewards in
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the form of state exploration bonuses, 2) Using a tabular rep-
resentation of state-action values where the states are the en-
coded state clusters and 3) Examining the degree that learned
discrete state representations in an environment can be trans-
ferred to a similar new environment, made up from the same
fundamental building blocks but different with respect to size.

4.1. Intrinsic Rewards for State Space Exploration

[13] proposed a generalization of count-based exploration
algorithms, traditionally used in tabular reinforcement learn-
ing, to the non-tabular case by deriving a pseudo-count of
state visits from a CTS density model and assigning a bonus
intrinsic reward relative to the state visit count. [14] replaced
the CTS density model with a less specialized neural density
model. [15] mapped states to static or learned hash codes
which allowed them to count state visits in a hash table and
assign exploration reward bonuses. Similar to [13], we keep
track of the number of times each of the D state clusters
was encountered and we assign a reward bonus of the form:
R+(sd, a) = β ∗N(sd)

−1/2, where β = 0.1 is selected from
a coarse parameter search and N(sd) is the count of visits to
a state cluster sd.

4.2. Replacing Deep RL with Tabular RL

The next step is to attempt to learn a policy over the low-
dimensional space of encoded state clusters instead of the
original high-dimensional space and assess how well this pol-
icy translates to the original state space and how it compares
with the policy approximation learned in the original high-
dimensional state space. As mentioned above, we are reduc-
ing the high-dimensional state space to 4096 discrete state
clusters, which is a number tractable with a tabular represen-
tation of state-action values. In the case of tabular Q-learning
that we are using in our experiments, the state-action value
function takes the form: Q(sd, a) = Q(sd, a)+λ[R(sd, a)+
γmaxQ′(s′d, a

′)−Q(sd, a)], where sd = s0, s1, . . . , sn is an
encoded state cluster of correlated high-dimensional states, a
is the action taken at state sd, λ is the learning rate, R is the
reward of taking action a in state sd and γ is the discount
factor.

4.3. Examining Transfer Learning

We have also studied the degree that the discrete state repre-
sentations learned by the VQ-AE can be transferred to an en-
vironment that is structurally similar to the one it was trained
on and made out of the same basic building blocks but much
larger in size. Simply put, we investigate if the overall state
reconstruction SNR of a VQ-AE trained in environment A
(train environment) is adequate for reasonably good discrete
state representations of similar but larger environment B (test
environment). To this end, we take a VQ-AE trained in en-
vironment A and use it to infer discrete shared state space

representations of similar environment B. The VQ-AE is not
trained on environment B.

5. EXPERIMENTS

We compare: 1) A Vanilla Deep Q-Network (DQN) algorithm
as proposed by [16], 2) DQN with intrinsic exploration re-
wards according to the visitation count of encoded state clus-
ters, in addition to the rewards provided by the environment,
and 3) Tabular Q-learning applied directly on the encoded
state clusters. We use Minecraft mazes as they pose a hard
exploration environment with sparse rewards [17]. The agent
receives a positive reward (+1) when it has reached the end
goal and a negative reward (-1) for every step it takes in the
environment. The agent maximizes its reward by reaching
the goal at the end of the maze in the least number of steps.
The VQ-AE is trained along with the agent and receives the
same frames as input which are resized to 36 × 36 pixels.
The VQ-AE parameters are updated every 16 frames with a
batch consisting of the last 256 frames. After the VQAE has
been trained for 100k frames, the agent starts requesting dis-
crete state representations. For every frame, the encoder pro-
vides the agent with the respective discrete encoding which is
then used as described in Section 4. In order to ensure that
an encoded state cluster is a reasonably accurate compressed
representation of the original states we measure the Signal-to-
Noise ratio (SNR) of the reconstructed state by the decoder:
SNR = 20 log10(

µsignal

σnoise
)dB, where µsignal is the mean of

the pixel intensities over the entire image and σnoise is the
standard deviation of the reconstruction noise which is taken
as the L1 distance between the pixel intensities of the original
image vs. the reconstructed image. After experimentation,
a reconstruction SNR of 20dB turned out to provide a good
enough representation of the original state space.

6. RESULTS

We construct a Minecraft maze consisting of 18 rooms, each
of 3 × 3 blocks size. The agent must navigate the maze and
reach the end goal in the least number of steps. Figure 2
shows an overhead view of the maze. Next to it is a sim-
plified overhead view showing the nodes of the Markov chain
in the encoded discrete state space that a trained agent fol-
lows when completing the maze. We observe that the orig-
inal high-dimensional state space can be encoded in just a
few discrete state clusters each roughly representing a couple
of different rooms. In Figure 3 (left) we compare the learn-
ing performance of a Double-DQN (DDQN) agent with and
without intrinsic exploration rewards based on the number of
visits to encoded discrete state clusters as provided by the
encoder of the VQ-AE. The agent without intrinsic rewards
does not manage to achieve a higher cumulative reward than
a Random agent, while the agent with intrinsic rewards sig-
nificantly outperforms both. Since the maximum number of
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discrete state clusters is small (4096) we can represent the
action values with a table. In the Minecraft maze there are
4 possible actions: move forward, move backward, turn left,
turn right. This results in a 4096×4 table representing the ac-
tion values. We can use this table to represent the Q-function
instead of an approximation of it by a neural network. Fig-
ure 3 (right) compares the performance of the DDQN agent
with intrinsic rewards with the Tabular-Q agent with intrin-
sic rewards. The Tabular-Q agent is learning a policy over
the low-dimensional space of discrete state clusters. The fi-
nal learning performance of the Tabular-Q agent is worse but
close to the performance achieved by the DDQN agent learn-
ing a policy over the high-dimensional state space. This re-
sult further confirms the VQ-AEs ability to produce a useful
highly compressed representation of a high-dimensional state
space. However, it also suggests that some state information
that can be useful to the agent is lost. Finally, we use the
VQ-AE trained on the 18-room maze (train environment) to
infer discrete state representations on a 36-room maze (test
environment). The VQ-AE is not trained on this new envi-
ronment. The two mazes share features such as similar room
size and similar colors of maze walls and floors but the new
maze has double the number of rooms. The overall SNR of re-
constructed states of the test environment from discrete state
encodings is lower than the SNR of reconstructed states of the
train environment: around 60% of 1000 reconstructed states
of the test environment have an SNR above the 20db thresh-
old, compared to 90% of reconstructed states of the train envi-
ronment (Figure 4, left). We then examine the performance of
a DDQN agent trained with and without the intrinsic rewards
provided according to the number of visits to discrete state
clusters as encoded by the VQ-AE, which is not trained on
the new environment (Figure 4, right). Due to the lower over-
all SNR of reconstructed states in the test environment com-
pared to the train environment, more state reconstructions,
and therefore discrete cluster encodings, need to be discarded
as they are below the 20dB threshold. This, in turn, results
in a smaller number of discrete clusters and sparser intrinsic
rewards which negatively affect the performance of the agent.
However, the agent with intrinsic rewards is still able to out-
perform the agent without them and still manages to reach the
final goal. The agent without intrinsic rewards never manages
to reach the final goal and achieve performance better than a
Random agent.

7. CONCLUSIONS

We have combined a simple VQ-AE model with Deep Rein-
forcement Learning to obtain low-dimensional discrete repre-
sentations of high-dimensional spaces in the form of clusters
of correlated high-dimensional states, under the assumption
that correlated states share the same discrete embedding vec-
tor. We have shown that these compressed discrete state repre-
sentations can retain adequate information about the original

high-dimensional state space. We have shown that a Deep Re-
inforcement Learning algorithm can effectively utilize this in-
formation to 1) keep track of previously visited states, which
becomes tractable in the low-dimensional discrete space pro-
jection, and assign intrinsic rewards based on visitation counts
in an intrinsic motivation scheme, 2) learn a policy directly
over the low-dimensional discrete state space by assigning ac-
tion values to discrete states, achieving performance close to
a policy learned over the high-dimensional space but with sig-
nificantly less compute time. Finally, we have shown that the
discrete state representations learned by the VQ-AE model
on one environment can transfer to another structurally sim-
ilar environment, enhancing the assumption that the VQ-AE
model is able to learn a meaningful abstraction of the high-
dimensional state space.

Fig. 2. Left: Overhead view of the Minecraft maze. The
agents starting point is in the upper rightmost room. The end
goal is on the lower leftmost room. Right: Simplified over-
head view showing the encoded discrete state provided by the
encoder as a trained agent navigates through the maze.

Fig. 3. Left: 1) DDQN, 2) DDQN with intrinsic exploration
rewards provided by VQ-AE, 3) Random agent. Right: 1)
DDQN with intrinsic rewards, 2) Tabular-Q with intrinsic re-
wards. The Tabular-Q agent learns a policy directly over the
space of discrete state clusters

Fig. 4. Left: SNR comparison of reconstructed states by the
VQ-AE on the train environment and on the test environment.
Right: Learning performance of DDQN on the test environ-
ment with and without the intrinsic rewards provided by the
VQ-AE clustering.
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