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Abstract—This paper describes automatic systems for human
activity recognition and identification of subjects based on
sensorised objects. The action recognition system is based on
a deep neural network – hidden Markov model (DNN–HMM)
with augmentation of feature vectors by the i-vector of a given
recording to deal with the subject variability. The subject iden-
tification system is based on i-vectors. The sensors, comprising
an accelerometer, gyroscope, magnetometer and force-sensitive
resistors (FSRs), are packaged in a coaster attached to the base
of an object, here a jug. Evaluations are performed using nearly
11 hours of data recordings from 26 subjects, containing actions
involved in manipulating a jug to make cups of tea. We demon-
strate the performance of the DNN–HMM action recognition
system in a subject-dependent and subject-independent case and
in controlled and natural scenarios. While the subject-dependent
system achieved error rate of 0.15% in controlled scenario, this
increased up to 15.33% for subject-independent system in natural
scenario. The proposed i-vector augmentation provided 26%
relative error rate reduction. The subject identification system
based on i-vectors and cosine similarity calculation achieved over
68% recognition accuracy in natural scenario.

Index Terms—Activity recognition, subject identification, deep
neural networks, hidden Markov models, sensors, feature aug-
mentation, i-vector

I. INTRODUCTION

The development of automatic systems for recognition of
actions performed by a person and for identification of the
subject from sensor data has attracted considerable research
interests. There is a wide-range of potential applications for
such systems, ranging from healthcare and smart environments
to security.

There are several approaches to action recognition (AR) and
subject identification from sensor data. In ‘subject-oriented’
approach, sensors are attached to the body of a subject.
When using inertial sensors, the sensor motion can be used
to recognise actions [1], [2] or action patterns of individuals
and hence identify the subjects [3], [4]. Other body-worn
sensors, such as video or audio, can also be used for activity
recognition [5]. In practice, the manner the action is performed
is affected by the situation [6], [7]. Due to the need for
users to wear sensors, this approach is not suitable for some
applications, e.g., rehabilitation of stroke patients. A ‘scene-
oriented’ approach avoids the need for on-body sensors by
using externally installed sensors, such as video cameras [8]–
[10] or pyrolectric infrared sensors [11]. However, the use of

external sensors normally requires a careful installation and
calibration and it is also prone to variability in environmental
conditions, such as, background, lighting, or pose variations.

We consider an ‘object-centric’ view of AR, in which sen-
sors are attached to objects. In our most recent work [12] we
developed a DNN-HMM action recognition system, focusing
on compensation of the variability due to the weight of the
object, while using data recordings from a single subject
manipulating the object in a carefully-controlled manner. In
this paper, we deal with data recordings from multiple sub-
jects performing actions under both controlled and natural
scenarios. We first demonstrate the effect of multiple subjects
and of the natural scenario on the AR system performance.
We then extend our AR system by augmenting, in addition
to weight to account for the object properties, the i-vector
representation of a recording into the features. This enables
to inform the AR system about both the way the object is
being manipulated as well as about the object properties and
recording conditions. Furthermore, we also develop i-vector
based system for subject identification based on a given sensor
data recording. Experimental evaluations are performed using
nearly 11 hours of sensor data recordings from 26 subjects,
split into three groups. Results demonstrate that the AR error
rate in mismatched train-test subjects and natural scenario
is improved by 26% relative by the augmentation of the
recording i-vector. Evaluations of the subject identification
show over 68% accuracy in natural scenario.

II. INSTRUMENTED OBJECTS AND DATA COLLECTION

A. Instrumented objects

The development of instrumented objects was based on
an earlier work conducted as part of the CogWatch EU
project [13]–[15]. The underside of an object is fitted with
a sensorised ‘coaster’ (SC) containing sensors and circuitry.
Figure 1 depicts the developed SC attached to an object
(jug), with a view of the experimental environment. The
SC contains the following sensors: 3-axis accelerometer, 3-
axis gyroscope, 3-axis magnetometer, and 3 force-sensitive
resistors (FSRs). From these sensors, 12 sample values are
acquired via Bluetooth Low Energy (LE) at a time. The
sampling frequency is set to 20 Hz, as this was shown to
be sufficient for AR [16], [17]. Sensor data were calibrated
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based on a few seconds of measurements obtained before the
recording session. Further details about the instrumentation
and sensors can be found in [12].

Fig. 1. The developed sensorised coaster fitted to a jug (left) and the
experimental environment (right).

B. Data collection

In this paper, the sensorised coaster was fitted to a jug,
which was manipulated by a person.

Data collection used in our previous research [12] consisted
of 720 recordings made by a single subject. Each recording
contained a prescribed sequence of actions and the actions
were performed in a carefully controlled manner.

For evaluations conducted in this paper, a new dataset was
collected. This consists of nearly 11 hours of recordings from
26 subjects, consisting of 20 males and 6 females, all of a
similar age (early 20s). The subjects were asked to perform
actions with a jug in both controlled and natural manner. In
the controlled scenario, the subjects were provided with a jug
with a specific initial amount of water and they were instructed
to perform a restricted action sequence: either pouring water
carefully from the jug to a cup or tilting the jug without
pouring the water out. In this case, both the jug and the cup
were required to be placed at a predetermined position.

In the natural scenario, the subjects were required to accom-
plish a task of making 4 cups of tea. In this case, the positions
of the jug and cups were not specified and the initial amount
of water in the jug was random. As such, subjects could
perform actions in various ways. For instance, some subjects
first assessed whether there was enough water in the jug for
4 cups of tea and possibly refilled the jug before starting to
perform the task. Some subjects started to perform the task
and if the water was not sufficient then refilled the jug during
performing the task. Furthermore, to increase the naturalness
of the scenario, subjects were in some cases involved in a
conversation during performing of the task. This resulted in
various reactions from the subjects, for example, putting the
jug down and answering questions or continuing the task while
also talking.

III. DNN-HMM ACTION RECOGNITION SYSTEM

The baseline DNN-HMM action recognition system was
developed based on our previous work described in [12]. This
section gives a brief summary of the system.

In this paper, we consider the following types of actions
performed with a jug: lift the jug up, put the jug down, move

the jug from its original position, refill the jug, keep the jug
stationary on table, hold the jug stationary in air, pour water
out from the jug and tilt the jug.

A. Feature extraction

The raw 12-dimensional samples received from the SC
comprise of values from FSR, accelerometer, gyroscope,
and magnetometer. We substituted the individual FSR val-
ues by a single aggregated FSR value [12]. This resulted
in raw 10-dimensional data. In GMM-HMM system, the
raw 10-dimensional data were appended with their tempo-
ral derivatives (delta and delta-delta features), calculated as
in [18], resulting in 30-dimensional feature representation. In
DNN-HMM system, the raw 10-dimensional data were spliced
with a window of ±2 (i.e., two proceeding and following
raw data vectors), resulting in 50-dimensional feature repre-
sentation. This was then decorrelated using linear discriminant
analysis (LDA) and reduced to 10-dimensional feature vectors.

B. DNN-HMM recognition system

To model each action, we employed a left-to-right HMM,
with no state skip allowed. We used HMMs of 5 states for
each action. The initial state-level alignments of data required
for training the DNN-HMM system were obtained based on a
GMM-HMM system. The GMM-HMM system uses diagonal
covariance matrices with 30 Gaussian mixture components
per state. The DNN-HMM system contains 3 hidden layers,
with 256 neurons in each layer. The output layer in the
DNN corresponds to the overall number of states across all
action models, i.e., 25 for our 5 state HMMs. The training
procedure was performed as described in [12]. The parameters
of the GMM-HMM and DNN-HMM models were chosen
empirically. The GMM-HMM and DNN-HMM recognition
systems are built using Kaldi [19].

IV. FEATURE AUGMENTATION

Feature augmentation is a general approach to deal with
variability in a DNN-HMM recognition system. In this ap-
proach, each feature vector representing data is augmented
with additional information that represents the variability.

A. Weight augmentation

We demonstrated in [12] that augmenting features with
information about the object properties can help to compen-
sate for the object variability and provide improved action
recognition performance. As the initial amount of water in the
jug varies throughout our data recordings, we measure this
weight at the beginning of each recording and augment this
information into each feature vector. In this way, we maintain
the focus of our current experiments on the variability due to
naturalness and subject manipulation of the object.

B. I-vector augmentation

Methods based on i-vectors [20], [21] have been used in a
number of problems, including identification of speaker [22],
[23], language, regional accent and dialect [24], age and gen-
der [25]. To deal with the subject variability in manipulating
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the objects, we explored augmentation of the feature vectors
by i-vector representation of each recording.

The i-vector provides a fixed-dimensional representation
of a variable-length segment of data. The i-vector approach
assumes that a supervector S, comprising stacked means of
Gaussian mixture model (GMM) of all data, can be decom-
posed as S = m+ Tw, where m is the mean supervector, T
is a linear mapping from a low-dimensional ‘total variability
subspace’ into the supervector space, and w is an ‘i-vector’,
sampled from a standard normal distribution. The estimation
of the T matrix and i-vectors can be obtained based on a
GMM or DNN framework, differing in the way the sufficient
statistics required for estimation of the T are obtained [26].
The DNN-based i-vectors were demonstrated to obtain better
performance than GMM-based i-vectors in recognition of
subjects from their speech [27].

We employed DNN-based i-vectors and extracted an i-
vector for each recording. Such an i-vector contains infor-
mation corresponding to the way the subject manipulated
the object as well as any other properties of the object and
of the recording process. We explored the effect of the i-
vector dimension on recognition performance in experimental
evaluations.

V. SUBJECT IDENTIFICATION USING I-VECTORS

In addition to the action recognition, we also explored to
which extent subjects could be identified based on the way of
manipulating an object.

We perform this task based on i-vector representation of a
given recording. This follows recent approach used in speaker
recognition from speech [21]. Having a set of i-vectors for
each subject, extracted from training data recordings, the
subject identification could then be performed by learning a
classifier, e.g., support vector machines or a neural network.
However, as we have a limited amount of data for this
task, we represent each subject using the average i-vector,
obtained as the mean of the training data i-vectors of the
subject. During testing, the i-vector obtained from a given
test recording is compared to the average i-vector of each
subject using a scoring method. We explored the use of
Euclidean distance and cosine similarity measure. The cosine
similarity, which has often been employed as a scoring method
in speaker recognition [21], calculates the angle between the
two i-vectors.

VI. EXPERIMENTAL RESULTS AND ANALYSIS

A. Experimental methodology

The allocation of the collected data recordings for training
and testing is given in Table I. All the subjects are randomly
split into 3 groups.

In this paper, we evaluate the performance of the action
recognition systems with a focus on the action ‘pouring’,
i.e., the error rate is calculated based on the number of
substitutions, deletions and insertions of this action only. This
is motivated by particular importance of this action.

TABLE I
THE ALLOCATION OF DATA (IN HOURS) FROM EACH GROUP OF SUBJECTS

USED FOR TRAINING AND TESTING IN CONTROLLED AND NATURAL
SCENARIOS.

Interaction Subjects - split into groups Total
scenario Group1 Group2 Group3

5 subjects 14 subjects 7 subjects
Controlled Train 2.80 h 3.60 h - 6.40 h

Test 0.64 h 0.88 h - 1.52 h
Natural Train 1.00 h - 1.40 h 2.40 h

Test 0.26 h - 0.36 h 0.62 h

B. Effect of multiple subjects and natural scenario

First experiments were performed to analyse the effect
of different subjects in the case of controlled scenario. The
system was trained separately on data of subjects from Group1
or Group2 and tested on each subject group data. Results are
presented in Table II. It can be seen that the average error rate
is very low (0.15%) in the case of subject-dependent recogni-
tion system, i.e., the case of test subjects being contained in
the training set. In a subject-independent system (i.e., system
trained on Group1 and tested on Group2 and vice versa), the
average error rate increases to 1.65%. In general, the error rate
is low as data comes from the controlled scenario in which
case all the actions are performed carefully in a specified
manner.

TABLE II
ERROR RATES (IN %) OBTAINED BY DNN-HMM SYSTEMS TRAINED AND
TESTED ON DATA FROM VARIOUS SUBJECT GROUPS IN THE CONTROLLED

SCENARIO.

Controlled scenario (CS)
Training data subject Testing data subject group

group Group1-CS Group2-CS
Group1-CS 0 2.40
Group2-CS 0.90 0.30

Table III presents results obtained for natural scenario. It can
be seen that the error rate increased considerably in compari-
son to the controlled scenario. The average error rate increased
from 0.15% to 6.35% for the speaker-dependent system and
from 1.65% to 15.33% for the speaker-independent system.
The increased error rates reflect that in realistic conditions
there will be a higher variability in manipulating the object
across the subjects as well as a given subject will perform the
task with a greater randomness.

TABLE III
ERROR RATES (IN %) OBTAINED BY DNN-HMM SYSTEMS TRAINED AND

TESTED ON DATA FROM VARIOUS SUBJECT GROUPS IN THE NATURAL
SCENARIO.

Natural scenario (NS)
Training data subject Testing data subject group

group Group1-NS Group3-NS
Group1-NS 6.45 16.50
Group3-NS 14.15 6.25
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C. I-vector augmentation

To deal with the variability across different subjects, as
well as different recordings, we augmented the feature vectors
extracted from each recording with the i-vector representation
of the recording. While a typical dimension of i-vectors used
in the field of speech processing is 100, we are dealing with a
very different task and data. As such, we explored the effect
of the dimension of the i-vector on the action recognition
performance. These experiments were performed for subject-
dependent system based on the Group3 data. Results, depicted
in Figure 2, indicate that the use of i-vector of dimension
around 40-50 achieves the lowest error rate.

Fig. 2. Action recognition error rate (%) as a function of the dimension of
the i-vector representation of each recording.

Table IV presents the same experimental evaluations as in
Table III but with augmentation of the i-vector representation
of each recording to the features. It can be seen that the
average error rate improved from 6.35% to 5.20% for the
subject-dependent system and from 15.33% to 11.4% for
the subject-independent system – this represents 18% and
26% relative error rate reduction, respectively. The significant
improvements of the results indicate that the DNN can utilise
information about the variability between different subjects
from the augmented i-vectors.

TABLE IV
ERROR RATES (IN %) OBTAINED BY DNN-HMM SYSTEMS USING

FEATURES AUGMENTED WITH I-VECTOR REPRESENTATION OF EACH
RECORDING. TRAINING AND TESTING ON DATA FROM VARIOUS SUBJECT

GROUPS IN NATURAL SCENARIO.

Natural scenario (NS)
Training data subject Testing data subject group

group Group1-NS Group3-NS
Group1-NS 5.15 12.50
Group3-NS 10.30 5.25

D. I-vector based subject identification

The subject identification experiments were performed using
jointly the subject Group1 and Group3 natural scenario data.
This provided altogether 60 recordings, 5 recordings for each
of the 12 subjects. We used the leave-one-out procedure for
evaluations, with one recording at a time left for testing and
using the remaining 59 recordings as training data. We used
40-dimensional i-vectors which were further transformed using
the LDA. Experiments were performed with various dimension
of the LDA-transformed i-vectors but best results were ob-
tained using the full 40-dimensional vectors. Figure 3 depicts
the first two dimensions of the LDA-transformed i-vectors. It
can be seen that the individual subjects are reasonably well
localised in the space.

The subject identification error rates obtained using the
Euclidean distance and cosine similarity as the scoring method
are presented in Table V. As can be seen the cosine similarity
performed significantly better than the Euclidean distance,
achieving over 68% identification accuracy.

Fig. 3. 2-D distribution of i-vectors of each recording, obtained based on
features augmented by the weight information, after applying LDA.

TABLE V
SUBJECT IDENTIFICATION ERROR RATES (IN %) OBTAINED USING THE

I-VECTOR REPRESENTATION OF EACH RECORDING.

Scoring method Subject identification
error rate (%)

Euclidean distance 63.33
Cosine similarity 31.67

VII. CONCLUSION

This paper presented the development of automatic systems
for recognition of actions and subjects when manipulating a
sensorised object. We specifically focused on dealing with
natural scenario data recorded from several subjects.

The action recognition system was based on DNN-HMM
framework. We used weight augmentation to compensate for
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the variability in weight of the object. We proposed to augment
the i-vector of a recording into features to inform the AR
system about subject for dealing with subject variability.
Experiments were performed using nearly 11 hours of data
recorded using a jug attached with a sensorised coaster.
Experiments in a controlled scenario resulted in an error rate of
0.15% when subjects in the training and testing sets matched
and 1.65% when mismatched. These error rates increased,
respectively, to 6.35% and 15.33% in a natural scenario. The
use of i-vector augmentation improved the natural scenario
results to 5.20% and 11.4%, respectively. We also developed
an i-vector-based system for subject identification, achieving
over 68% accuracy in natural scenario.
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and gender identification from children’s speech,” Computer Speech &
Language, vol. 50, pp. 141–156, July 2018.

[26] Y. Tian, M. Cai, L. He, and J. Liu, “Investigation of bottleneck features
and multilingual deep neural networks for speaker verification,” in
Interspeech, 2015.

[27] Y. Lei, N. Scheffer, L. Ferrer, and M. McLaren, “A novel scheme for
speaker recognition using a phonetically-aware deep neural network,” in
IEEE Int. Conf. on Acoustic, Speech and Signal Processing (ICASSP),
2014, pp. 1695–1699.

2010


