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Abstract—In this paper, we demonstrate that Group Delay
Product Spectrograms can be effectively employed as condi-
tioning features for training a neural vocoder, producing high-
quality synthesized speech without any architectural modifica-
tions. Listening experiments confirm that the proposed joint
amplitude-phase conditioning achieves perceptual speech quality
comparable to the Mel-spectrogram baseline across both English
and Greek datasets, as measured by Mean Opinion Score
ratings. Furthermore, the generated speech achieves state-of-
the-art performance in objective metrics, including Mel Cepstral
Distortion and F0 periodicity root mean square error.

Index Terms—Clarinet, Group Delay, Mel-Spectrograms, Neu-
ral Vocoder, Product Spectrum, Speech Synthesis

I. INTRODUCTION

In the speech processing literature [1] the group delay

function, its properties and significance have been extensively

investigated. Several variants of the group delay function

have been proposed to address its limitations and enhance its

applicability, including the modified group delay [2], chirp

group delay [3], and formulations based on the product of

power spectrum and group delay [4]. Group delay-based

representations have been successfully applied to a range of

speech processing tasks, including automatic speech recogni-

tion (ASR) [5], [6], whispered speech recognition [7], speaker

identification and verification [8], emotion recognition [9], and

voice pathology detection [10]. Additional applications have

also been explored in other speech-related tasks [3].

Neural-based Speech synthesis has made significant

progress in recent years. Consequently, it has been adopted

as the mainstream for research and industrial applications.

Neural Vocoders have reached excellent quality of syn-

thetic speech [11], [12], [13], [14] using Magnitude Mel-

Spectrograms as conditioning or as inputs [15], [16]. Despite

advances in time-domain speech synthesis, spectral model-

ing—particularly phase information is still challenging and

underexplored. Although the Short-Time Fourier Transform

(STFT) enables perfect reconstruction, most systems rely

solely on magnitude spectra, resulting in information loss.

Phase modeling is challenging due to its wrapped and periodic

structure, and its perceptual role in speech [17] is not yet

fully understood, although improved phase estimation has

been shown to reduce perceptual artifacts. Consequently, direct

phase modeling, including recent deep learning approaches,

remains an open and difficult problem [18], [19], [20]. Alterna-

tive studies have also explored latent representations extracted

from pretrained deep learning models [21]. Closely related

studies have investigated the joint estimation of magnitude and

phase spectra [19], [22]. In contrast, our approach leverages

a novel phase-related feature as conditioning input to the

vocoder, rather than explicitly predicting phase in the output

representation.

In this work: (1) We train our neural vocoder with Group

Delay Product Spectrograms used as conditioning for the

first time. We compare the performance with the baseline

mainstream Mel-Spectrogram conditioning. (2) We conducted

experiments on two datasets: a public English corpus and a

Greek speech corpus with four speakers. We report strong

subjective and objective performance, supported by listening

tests and by objective measures such as Mel-Cepstral Distor-

tion (MCD) and F0 periodicity RMSE which confirm the high

perceptual and acoustic quality of our generated speech.

This paper is organized as follows: In Section II we review

the computation of the group delay and phase spectra, along

with the product spectrum, a joint amplitude–phase feature.

Our group delay product spectrogram is presented in II-C.

Section III is dedicated to our experiments, the evaluation and

the results. Section IV concludes the paper.

II. PHASE AND GROUP DELAY FUNCTION

A. Group Delay

The group delay function is defined as the negative deriva-

tive of the phase of a signal’s Fourier transform. For minimum-

phase signals, the group delay computed from the Fourier

magnitude spectrum is identical to that obtained directly from

the phase spectrum. In practice, however, estimating the group

delay of real signals is challenging for several reasons. The pri-

mary difficulty arises from phase wrapping: the discrete-time

Fourier transform yields a phase response with discontinuities

occurring in multiples of π. This problem may be overcome

by computing the group delay function directly from the signal

x[n] as follows [23]:

X(ω) =
∑

n

x[n]e−jωn (1)
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The batch size was set to 4 and a single GPU (GeForce

RTX2080) training has been conducted. Firstly our models

were trained and tested on an english public domain speech

dataset (LJSpeech) consisting of 13,100 short audio clips

(total length ∼24 hours) of a single female speaker [30].

For further experiments we used a Greek Speech Database

(https://stoma.iacm.forth.gr/database.html) with 4 speakers,

two male and two female (∼20 hours of speech). The sampling

frequency of both the English and the Greek databases is

22050Hz. For the conditioning Mel Spectrograms we used:

Hanning Derivative window, frame size 256 samples, and

hop size 32 samples (the same with Group Delay Product

Spectrograms). All models generated intelligible speech. The

Magnitude Mel Spectrogram model and the Group Delay

Product Spectrogram model with ρ = 10−6 produced high-

quality samples, while ρ = 10−5 introduced audible artifacts.

Additional experiments with ρ = 10−7 and ρ = 0 yielded

degraded speech quality.

B. Subjective and Objective evaluation

To assess the performance of each method employed in

our study, we conducted two Listening Tests. The perceptual

quality of the synthesized speech was evaluated using the

Mean Opinion Score (MOS), following the [31], [32] for

subjective speech quality assessment. For each experiment,

listeners rated the overall speech quality on a five-point MOS

scale (5 = Excellent, 4 = Good, 3 = Fair, 2 = Poor, 1 =

Bad). Participants were instructed to conduct the test in a quiet

environment using headphones.

For the English dataset, a crowdsourced listening test was

conducted with 30 native English listeners recruited via Pro-

lific (www.prolific.com). Participants, aged between 18 and

30, were from the United Kingdom and the United States.

Half of the participants identified as male and half of them

as female. Each system synthesized 15 test utterances, which

were evaluated for overall speech quality. The resulting MOS

scores are reported in Table I.

For the Greek dataset, a separate listening test was con-

ducted with 30 native Greek listeners (volunteers from the

University of Crete). Each system synthesized 13 utterances,

following the same evaluation protocol as in the English

experiment. In the Greek listening test we did not include

the method with ρ = 10−5. The MOS results are shown in

Table II.

C. Analysis of the results

In Tables I and II we observe that while the proposed

method achieves perceptual speech quality comparable to the

baseline across both English and Greek datasets, the subjective

evaluation did not reveal improvements in Mean Opinion

Score. This may be partly attributed to the ceiling effect

commonly observed in high-quality neural speech synthesis

systems, which limits the sensitivity of MOS to subtle per-

ceptual differences. The range-equalizing bias effect in MOS

ratings is well established in prior listening-test studies [33].

The variant with ρ = 10−5 in Table I obtained the lowest

score, showing the importance of the value of ρ. Expert

TABLE I
MEAN OPINION SCORE (MOS) WITH 95% CONFIDENCE INTERVALS.

Clarinet trained with LJSpeech MOS↑

Original recordings 4.43 ± 0.06
Magnitude Mel Spectrograms 3.87 ± 0.07

Group Delay Product Spectr. ρ = 10
−6 3.22 ± 0.08

Group Delay Product Spectr. ρ = 10
−5 1.77 ± 0.07

TABLE II
MEAN OPINION SCORE (MOS) WITH 95% CONFIDENCE INTERVALS.

Clarinet trained with the Greek Database MOS↑

Original recordings 4.44 ± 0.07
Magnitude Mel Spectrograms 4.13 ± 0.08

Group Delay Product Spectr. ρ = 10
−6 3.95 ± 0.09

TABLE III
MEL CEPSTRAL DISTANCE (MCD) AND F0 PERIODICITY ROOT MEAN

SQUARE ERROR (F0 PERIODICITY). (THE DOWN ARROW ↓ MEANS THE

LOWER THE BETTER).

Conditioning language MCD↓ F0 Per.↓
method /corpus (dB) RMSE

Mel-Spectr. Greek 1,808 0.03866
Group Del. Prod. Spectr. Greek 2,971 0.03558

Mel-Spectrogr. Eng 1,487 0.00451
Group Del. Prod. Spectr. Eng 2,799 0.00547

listeners of the greek listening test expressed a difficulty to

distinguish between methods as the sample qualities were

very similar. The evaluation focused on overall speech quality;

more fine-grained listening tests targeting specific attributes

(e.g. prosody or expressiveness) may better capture potential

advantages of the proposed approach. This will be explored

in future work.

Additionally, for objective evaluation, we computed

(MCD) [34] and F0 Periodicity RMSE using the Amphion

toolkit [35]. The results are presented in Table III. Our vocoder

trained with the proposed conditioning, achieves state-of-the-

art objective performance. The Mel-Cepstral Distortion (<2.98

dB) reflects highly accurate spectral envelope reconstruction

with stable timbre and minimal distortion. The F0 periodic-

ity RMSE (<0.0356) lies within the upper-tier performance

range reported for recent neural vocoders, with the LJSpeech

dataset [36], [37], and with other datasets [38]. Collectively,

these results confirm that the system provides high-fidelity

spectral and excitation modeling, consistent with modern state-

of-the-art (SOTA) vocoder quality.

IV. CONCLUSION

In this work, we show that the Group Delay Product

Spectrograms can be employed as conditioning for neural

vocoder training, producing high-quality synthesized speech,

without architectural modifications. Our results land in the

SOTA territory in terms of objective metrics. Listening tests
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across English and Greek datasets show that our novel spec-

trograms perform on paar with the baseline Mel Spectrograms.

Future work will investigate the integration of these alternative

features with a broader range of vocoder models and architec-

tures.
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