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Abstract— Adaptive Layered Video Multicast is a combination
of layered video encoding and layered multicast. The layered
video encoding method encodes (or transcodes) a video stream
into multiple layers of data. With the layered multicast
mechanism, these layers are transmitted over the network,
automatically adapting to changes in the available channel
resources, such as bandwidth, latency, or error rate. We present
an overview over this technology, and some possible methods of
using a pre-existing MPEG-2 bitstream with this transmission
scheme. These methods do not require to fully decode and
re-encode the bitstream, which results in considerably faster
and less resource-intensive processing.

Index Terms—Layered Multicast, Adaptive Video, Scalability,
MPEG

I. INTRODUCTION

In this paper, we will present methods to sub-divide pre-
existing MPEG-1 or MPEG-2 video streams [4] into multiple
layers, for layered multicast transmission. These methods are
applied to the videos after encoding, in a separate step,
whereas the traditional MPEG scalability features are applied
during the encoding process. Thus, arbitrary pre-existing con-
tent in MPEG format can be used for layered video multicast,
such as material from DVDs or TV broadcasts, without
a need for resource-intensive and quality-decreasing stream
transcoding. Also, it is possible to use one of the currently
available, highly optimised MPEG encoders, which commonly
do not provide scalability features per se, and to post-process
this encoded stream for transmission over the network.

At current, videos are usually transmitted over the Internet
via unicast. Multicast transmission is perceived to be not
mature enough, and network providers do not offer multicast
support for their end-user connectivity, nor do they commonly
offer network Quality-of-Service (QoS) provisions necessary
for real-time transmissions. There are also few concrete im-
plementations of flexible multicast video distribution schemes,
though there has been a lot of research in this area in recent
years. However, the lack of support from providers can be
overcome by using multicast “tunneling”, multicast congestion
control schemes such as WebRC [6] or FLID-DL [5], and
schemes such as the ones presented below to prepare existing
videos for distribution in a layered scheme.

Layered multicast distribution of video content has many
advantages:

• Massive scalability. One layered video stream from the

server can accommodate a large number of recipients, and
more users can join the transmission without increasing
the load. Schemes such as pyramid [7] or skyscraper
broadcasting [8] allow the users to join the reception at
virtually any time.

• Error resilience. FEC-based methods [10] such as rateless
codes (for example, [11]; [9] presents an overview) allow
to avoid retransmissions of lost packets; the information
is recovered from additional received packets instead.
Also, the transmission degrades gracefully if channel
resources (bandwidth) are scarce, and the received video
stream is still playable, albeit with a reduced quality. This
is especially relevant for wireless networks, where the
channel quality may change frequently.

• High efficiency. The video stream is only transmitted
once over the network, and every client only receives
as much data as it can handle. However, some encoding
efficiency is lost because of the distribution to multiple
video layers.

• Flexible. Multicasting permits sending a single video
from multiple serving locations. Also, the same video
transmission can accomodate diverse users or users with
changing network connectivity, such as laptop and mobile
phone users.

In principle, the presented methods can also be used with
newer DCT1-based encoding formats such as MPEG-4 (DivX,
H.264/AVC). There are additional problems in this case of
usage, however. For instance, there are longer periods between
intra-coded frames, which aggravates motion prediction errors
introduced when dropping picture frames. Other new encoding
features in these newer standards also introduce additional
complexity and necessitate more functionality in the layer-
generating code.

In the following chapters, we will first present more in-
formation about characteristics of Adaptive Layered Video
Multicast, then present methods to provide temporal, qual-
itative and spatial layering of videos. We will present a
short overview over methods of multicast transmission using
advanced encodings, over our implementation, and finally
conclude with a brief summary.

1Discrete Cosine Transform, see the MPEG2-Standard [4]



II. ADAPTIVE LAYERED VIDEO MULTICAST

Adaptive layered video multicast (ALVM) is the combi-
nation of layered encoding of video content, and a layered
multicast transmission facility (Fig. 1). Transmission quality
automatically adapts to the available resources, such as chan-
nel error rate or customer service subscription level. In case
of scarce channel resources, for example due to TDD channel
allocations or a high number of subscribers in a wireless
segment, the quality also degrades gracefully.

Fig. 1. Adaptive Layered Video Multicast

There are primarily three scalability methods to distribute
MPEG video content onto several video layers: temporal,
spatial, and qualitative or Signal-to-Noise-Ratio (SNR) scal-
ability. With temporal scalability, the different video frames
are distributed on different layers. Adding or dropping video
layers thus affects the temporal resolution (frame rate) of the
video. Spatial scalability distributes the pixels of each video
frame, such that, for example, the base layer contains a movie
with only the half frame size, and the enhancement layer
delivers the remaining pixels for the full size. Finally, SNR
scalability distributes qualitative picture components among
the video layers, such as DCT coefficients. The effect is that
the more layers are available at the decoding side, the more
detailed the video will be after decoding. Combinations of
these scalability methods allow for an even broader range of
reception data rates and quality trade-offs.

Multiple video layers often depend on each other hierar-
chically. Layers of lower precedence successively extend the
video information in the higher layers and can only be used if
these higher layers have also been received. But there are also
layering schemes where there are no such dependencies, for
example with suitable spatial scalability methods. In this case,
all layers can be used equally well to improve on the video
quality. Such a non-hierarchical combination of scalability is
more flexible and error-resilient, and any layer can be dropped
in case of reception problems.

The methods presented below operate on existing MPEG-
1/2 video streams and re-format them for use with layered

multicast. Commonly, video scalability is achieved with a
special encoder that divides a video stream into multiple
layers, by writing multiple output streams, by annotating the
output stream for a post-processing tool, or by defining error
resilience checkpoints where a decoder can resume in case
of missing data. But these features are rarely used, and most
highly-optimized MPEG-1/2 encoders do not even implement
them at all. Also, pre-existing video streams without these
special provisions need to be re-encoded, which is resource-
intensive and potentially degrades the video quality. In con-
trast, our methods avoid this re-encoding, with the price
of additional, usually minor quality degradation in case of
missing data.

III. TEMPORAL SCALABILITY

The MPEG standard [4] defines multiple flavors of frames:
I-frames, P-frames, and B-frames. I-frames (“Intra-coded
frames”) contain all the data for a given frame and do
not need other frames for decoding. P-frames (“Predictive”)
contain only the delta to another I-frame and thus need this
frame’s information for decoding. B-frames (“Bidirectionally
predictive”) even rely on two other I- or P-frames for correct
decoding (but not on other B-frames). Temporal Scalability
works by distributing these frames onto several transmission
layers in various ways.

Fig. 2. Sample layering scheme using temporal scalability, by distributing
the B-frames over multiple layers.

For example, the I- and P-frames could be placed on the
base layer, and the B-frames on the single extension layer (this
is used in [1] for simplicity). However, this does not produce
a very continuous scaling behaviour. In MPEG-2 videos, there
are usually 3 or 4 P-frames per I-frame, and two B-frames per
I- or P-frame, creating a frame sequence like “IBB PBB PBB
PBB IBB PBB PBB PBB ...”. Consequently, such an encoded
video stream consists of about 2/3 B-frames, and 1/3 I- and
P-frames (for the actual data sizes, see also Fig. 5 below). If
the B-frame layer needs to be dropped, the video’s frame rate



decreases to 1/3 of the original value, which is commonly 25
frames/sec / 3 ≈ 8 frames/sec.

A better, but still simple method would be to distribute only
the B frames onto several layers. So for example, every even
B-frame could be put onto extension layer 1, and every odd
B-frame onto layer 2, as shown in Fig. 2. The base layer still
contains the base video data and the I- and P-frames. Also, the
resulting two extension layers do not depend on each other,
and either one could be dropped if necessary.

Evaluation

There is only little additional overhead required to be able
to correctly re-combine the layers, such as frame sequence
number or frame length. There is also little additional pro-
cessing power needed, as the receiver simply re-sorts the
frames received on each multicast layer into the single output
stream. In case of dropped layers, replacement frames must
be inserted for the lost video frames to keep the frame rate
constant; for MPEG movies, this can be achieved simply by
inserting frames that re-display the previous frame. However,
the video becomes more and more choppy as more layers and
thus frames are dropped.

Also, missing updates for the motion compensation pre-
dictors create additional artifacts. Motion compensation is a
method to describe in P- and B-frames where pixel blocks
from the reference frame should be moved when copying
from the reference frame. This reduces the amount of required
delta information considerably (for example, this is effective
in scenes when the camera slowly pans across a view, or
where objects such as cars slowly move through the picture).
Motion compensation information is further condensed by
using a prediction model; movements are assumed to be
continous, and only the difference to this prediction is stored
in the motion compensation updates in each frame. When such
updates are missing, blocks will be copied to the wrong places,
resulting in artifacts.

However, these additional visual errors turn out to be
tolerable. The encoded motion delta is usually small, and
motion compensation is restarted frequently at every I-frame.
This problem is worse for the newer standards like MPEG-4,
with longer stretches of predictive frames between the intra-
coded frames.

IV. QUALITATIVE (SNR) SCALABILITY

Video streams can also be separated into layers by distribut-
ing qualitative factors, such as, for MPEG, the encoded DCT
coefficient information (Fig. 3).

For example, the base layer could contain the audio and
the basic video data. There could be ten extension layers
which would each contain 10% of the encoded coefficients.
To separate the coefficients into these layers, the sender needs
to parse the MPEG data slices and extract the bit positions
and lengths of the coefficient runs2. Therefore, this method

2The DCT coefficients are compressed with an RLE (Run Length Encoding)
method, with multiple bit runs per set of coefficients. For details, please see
the MPEG specification [4] for details.

Fig. 3. Layering using Qualitative Scalability.

is more complicated and resource-intensive than the temporal
scalability layering presented above, but it has the advantage
of scaling much more smoothly. If only some coefficients
are removed, video quality will be nearly identical to the
original. If more layers are dropped, the amount of detail
of the pictures will degrade smoothly and decoding artifacts
increase slowly. This behaviour is also more similar to that of
traditional TV broadcasts, where degrading signal reception
quality continuously introduces more noise to the picture.

Evaluation

This method is quite flexible, and it is possible for the
receivers to tune the reception data rate accurately to the
available resources. As only about half of the video stream
data consists of the DCT coefficients, SNR scaling needs to
be combined with other methods such as temporal layering to
effect larger reductions of the video size.

There is also some additional encoding overhead. Additional
marker bits (two or four, depending on the encoding mode)
are required for the base and every enhancement layer with
coefficients to signal the end of the data on this layer. For
example, if there are 10 enhancement layers with enough data
for every layer, the additional data would be at least 10·2 = 20

bits. Also, additional computing power is required for parsing
the MPEG picture data structures at both the sender, to find
the coefficients to distribute, and also the receiver, for minimal
overhead.

With this method of qualitative scalability, the layers depend
on each other hierarchically. When higher layers are dropped,
the effect is that some coefficient runs towards the end of
the encoded frequency scale are lost. This results in gradually
more decompression artifacts and less image detail, until the
image only consists of the base layer information, which is
basically an array of single-color 8 × 8 pixel blocks.

V. SPATIAL SCALABILITY

Spatial layering is a method which distributes the pixels
of the video frames over the transmission layers, creating



multiple layers with partial resolution. For example, two layers
could be created by putting every even pixel on the first layer,
and every odd on the second, as shown in Fig. 4.

Fig. 4. Layering using Spatial Scalability.

This layering method operates in the spatial domain,
whereas MPEG videos are encoded in the frequency domain.
However, there are methods to re-scale an image in the
frequency domain (presented for example in [2] and [3]),
which is much less resource intensive computationally than
full video transcoding.

Evaluation

The advantages of this spatial layering method are that it
allows to decrease the base layer data rate of the video layer
even further. The layers do not (necessarily) depend on each
other and can be decoded independently, in a non-hierarchical
way. Still, it is considerably more complex and resource
intensive than the temporal and qualitative layering methods
presented above; in addition to decoding the macroblocks and
DCT coefficients, it also requires a number of mathematical
transformations at both the sender side, to separate every frame
apart, and at the client side, to recombine them if enough layers
are available.

If there are insufficient resources, and consequently some
dropped layers, the client requires additional computational
power for scaling the video pictures up to the full size.
However, for devices such as mobile phones, the availability
of a scaled-down version could even be an advantage. Such
devices may be unable to process the full rate anyway, or they
may have a small target display for which the video would
have to be downscaled in any event.

VI. TRANSMISSION OVER THE NETWORK

After the video has been distributed onto several video
layers, every video layer is assigned to a corresponding
multicast layer, which are then distributed over the network.
A client only receives as many layers as its resources allow
(network, computational, or other), and adapts to changes in

these conditions automatically. To achieve fairness to other
traffic on the same line, such as TCP, and to not disturb
other multicast traffic, additional technologies need to be
employed, such as multicast congestion control schemes and
FEC encoding methods.

For good real-time performance, network Quality-of-
Service (QoS) provisions would be optimal. However, such
QoS mechanisms are uncommon at current, and usually pro-
prietary to specific vendors. They are usually not available for
end-users, and the infrastructure is not easy to configure and
maintain. Instead, it is necessary to use client- and/or server-
driven multicast congestion control schemes, which do not
need provider support, but operate only with software agents
at the multicast senders and receivers. Two prominent schemes
are FLID-DL [5] and WebRC [6]. However, such schemes
have some drawbacks, because they use the network as an
opaque medium that does not act autonomously.

To improve the behaviour of multicast traffic in the case of
transmission errors, FEC-based transmission methods [9] [10]
using Erasure Codes such as the rateless Online Codes [11]
have been developed. These are special encodings of the layer
data sent over the multicast channels, with the advantage of
a drastically increased error resilience. There is only a small
amount of additional data, and the methods do not use re-
transmissions, which have generally turned out to be not very
efficient for multicast. Also, packet ordering is not important
with these schemes; a video chunk can be decoded when
a large enough amount of data blocks has been received,
independent of which blocks these are. As a consequence,
there does not have to be a separate channel for receivers
with a slower connection, because it is sufficient that the router
before the slow connection drops random excess packets.

VII. IMPLEMENTATION

For testing the characteristics of the presented adaptive lay-
ered video multicast methods, we have created a prototype tool
called avcast. It distributes videos over layered multicast, using
temporal or qualitative scalability. With temporal scalability,
avcast currently separates a video into four layers containing
base data (structure and audio), I-Frames, P-Frames and B-
Frames (Figure 5).

Fig. 5. Example for the relative layer sizes for temporal scalability with
avcast. Experimental results from a clip of the DVD version of “Contact”.



Qualitative scalability is implemented as outlined in chapter
III above, by parsing the MPEG video data and distributing
the encoded DCT coefficients over multiple layers. For layered
multicast distribution, we use the method presented by [1],
which transmits video chunks of one minute length over the
network.

Fig. 6. Typical overhead and base layer sizes for temporal and qualitative
scalability with avcast, relative to the video size. Results also from the
“Contact” video clip.

As expected, the transmission overhead is tolerable, but it
is necessary to transmit relatively much data on the base layer
(see also Figure 6); about 40% are needed for our qualitative
scalability method. Better results should be attainable with a
combination of temporal and qualitative scalability, which we
intend to examine as a next step.

VIII. CONCLUSION AND OUTLOOK

In this paper, we have presented some methods to distribute
pre-encoded MPEG-1 and MPEG-2 video data onto several
video layers, for transmission over multiple multicast channels.
Layered multicast distribution has many advantages, such as
better scalability, more possible receiver diversity, and better
error resilience. Dividing the video into layers as a separate
step after encoding is more complex, but offers the advantage
of being able to use existing video data and highly-efficient
standard encoders. In principle, the presented methods can
also be applied to newer MPEG video coding methods, such
as MPEG-4 AVC [13]. However, the additional compression
features of these encodings increase the complexity of the
layering step considerably, and bear the risk of even more
visual errors in case of dropped layers.

In recent years, there has been a lot of research activity in
the field of layered video multicast. Many ways of providing
scalability and layering features for encoded video have been
examined thoroughly, and there has also been a lot of activity
in the field of layered multicast transmission. It seems, though,
that there are only a few experimental solutions that combine
the two topics. Moreover, there is currently no standard pro-
tocol for layered video multicast transmissions, which would
enable different software or hardware agents to interoperate.

To fill this gap, an interesting approach would be to adapt
the IETF FLUTE protocol [12] for this application area.
FLUTE is primarily designed for efficiently sending files over

uni-directional links; it could be used to carry the signaling in-
formation needed to automatically detect and use the different
media layers at the receivers. It could perhaps also be used to
distribute the actual video stream layers. However, real-time
video transmissions have some special characteristics, such
as that packets are usually rather short, and that timing and
transmission latency are important factors. Video packets that
would arrive “too late” are not useful and could be discarded
inside the network. Therefore, video stream data could also
be sent over multicast RTP (Real-time Transport Protocol,
see [14]) streams, if network QoS provisions are available.
Both methods would be one further important step towards a
standard for efficient transmission of videos over the Internet.
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