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Abstract. An important topic in Automatic Speech Recognition (ASR)
is to reduce the effect of noise, in particular when mismatch exists be-
tween the training and application conditions.

Many noise robutness schemes within the feature processing domain use
as a prerequisite a noise estimate prior to the appearance of the speech
signal which require noise robust voice activity detection and assump-
tions of stationary noise. However, both of these requirements are often
not met and it is therefore of particular interest to investigate methods
like the Quantile Based Noise Estimation (QBNE) mehtod which esti-
mates the noise during speech and non-speech sections without the use
of a voice activity detector. While the standard QBNE-method uses a
fixed pre-defined quantile accross all frequency bands, this paper sug-
gests adaptive QBNE (AQBNE) which adapts the quantile individually
to each frequency band.

Furthermore the paper investigates an alternative to the standard mel
frequency cepstral coefficient filter bank (MFCC), an empirically chosen
Speech Band Emphasizing filter bank (SBE), which improves the reso-
lution in the speech band.

The combinations of AQBNE and SBE are tested on the Danish Speech-
Dat-Car database and compared to the performance achieved by the
standards presented by the Aurora consortium (Aurora Baseline and
Aurora Advanced Fronted). For the High Mismatch (HM) condition,
the AQBNE achieves significantly better performance compared to the
Aurora Baseline, both when combined with SBE and standard MFCC.
AQBNE also outperforms the Aurora Baseline for the Medium Mismatch
(MM) and Well Matched (WM) conditions. Though for all three condi-
tions, the Aurora Advanced Frontend achieves superior performance, the
AQBNE is still a relevant method to consider for small foot print appli-
cations.



1 Introduction

Car equipment control and the rapidly growing use of mobile phones in car
environments have developed a strong need for noise robust automatic speech
recognition systems. However, ASR in car environments is still far from achieving
sufficient performance in the presence of noisy conditions.

While significant efforts are needed both in the acoustic modelling domain
and in the feature processing domain of speech research, the present paper fo-
cusses on the latter in the context of standard Hidden Markov modelling of
acoustic units.

One feature processing method proposed by Stahl et al. is Quantile Based
Noise Estimation (QBNE) which estimates the noise during speech and non-
speech sections without the explicit use of a voice activity detector [1].

In QBNE the noise estimate is based on a predefined quantile (q-value) being
constant for all frequencies and independent of the characteristics of the noise. In
an attempt to adapt to the noise characteristics of the data, this paper suggests
adaptive QBNE (AQBNE) in which the q-value is determined independently for
each frequency according to the characteristics of the data for that particular
frequency. This gives a non-linear noise estimate compared to QBNE.

While the standard MFCC is motivated mainly from perceptual considera-
tions, we suggest in this paper to consider a Speech Band Emphasizing (SBE)
filter bank which has the purpose to better focus on the speech information
available in the signal.

The paper is organised as follows. In section 2 QBNE, spectral subtraction,
AQBNE and the SBE filter bank are described in further details. In section 3,
the experimental framework, based on the Danish SpeechDat-Car database, is
described. In section 4 the experimental results are presented and compared to
the performance achieved by the Aurora consortium. In section 5 the conclusions
are drawn.

2 Methods

2.1 Quantile Based Noise Estimation and Spectral Subtraction

QBNE, as proposed in [1], is a method based on the assumption that each
frequency band contains only noise at least the q’th fraction of time, even during
speech sections. This assumption is used to estimate a noise spectrum N(ω, i)
from the spectrum of the observed signal X(ω, i) by taking the maximum value of
the q-quantile in every frequency band. For every frequency band ω the frames
of the entire utterance X(ω, i), i = 0, · · · , I, are sorted so that |X(ω, i0)| ≤
|X(ω, i1)| ≤ · · · ≤ |X(ω, iI)|, where i denotes the frame number. This means
that for each frequency band the data is sorted by amplitude in ascending order.
From this the q-quantile noise estimate is defined as:

N̂(ω) = |X(ω, i⌊qI⌋)| (1)



Fig. 1 shows a plot of the sorted data for a sample utterance. The curves in
the figure corresponds to different frequencies. The chosen q-value can be seen
as a vertical dashed line in the figure. The intersection between the vertical line
and each frequency curve is the noise estimate for the corresponding frequency.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

q−value

N
or

m
al

iz
ed

 a
m

pl
itu

de

Fig. 1. Data sorted by amplitude for different frequency bands (q = 0.5). Only a few
frequencies are plotted.

Ideally, the noise can be eliminated from the observed signal by applying
amplitude spectral subtraction in which the observed signal X(ω) is modeled as
a speech signal S(ω) to which uncorrelated noise N(ω) is added.

The amplitude spectrum of the speech is estimated by subtracting a weigthed
amplitude spectrum of the estimated noise from the amplitude spectrum of the
observed signal:

|Ŝ(ω)| = |X(ω)| − η|N̂(ω)| (2)

where η, the weighting constant, in the present experiments has been choosen to
η = 2.5. This value was found to be an optimal value in [1]. To avoid negative
amplitude, the implemented spectral subtraction in its final form is as follows:



|Ŝ(ω)| = max
(

|X(ω)| − η|N̂(ω)| , γ|N̂(ω)|
)

(3)

The value of γ, the fraction of the estimated noise, is set to 0.04, which has
been found to be a reasonable value in [1].

2.2 Adaptive QBNE

The rationale behind AQBNE is to adapt to the utterances and noise levels
by adjusting the quantile individually for each frequency band. The primary
purpose of the method is to be able to train with low noise utterances (lab.
recordings) and test with high noise utterances (application recordings) without
the typical associated performance degradation.

A. Headset microphone

B. Hands free microphone

Fig. 2. Two spectograms of the same utterance recorded with two different micro-
phones. A. with a headset microphone. B. with a hands free microphone at the rear
view mirror.



When training with low noise data the recognizer models will contain a much
more detailed description of the utterance compared to what is possible to ob-
tain by eliminating the noise from a high noise test utterance. Fig. 2 shows two
spectograms of an utterance synchroneously recorded with a headset microphone
(A) and a hands free microphone placed at the rear view mirror (B). In Fig. 2B
a larger part of the information in the speech is below the noise floor compared
to Fig. 2A. These two signals represent typical training and test signals in a
high mismatch scenario. The purpose of introducing AQBNE is two-fold. First,
the purpose is to provide a better noise-estimate in the high-noise signals. Sec-
ond, the purpose is to let the signal (A) be more equal to the signal (B) during
training, resulting in a model that does not describe the utterance at a level
of detail that is unobtainable under test. For the second purpose, however, ex-
periments have then to reveal to what extent the increased performance under
mismatched conditions is at the expense of decreased performance under well
matched conditions.

AQBNE is developed by examining quantile plots as shown in Fig. 3. First
observe that frequency bands with high noise contains more energy in the major-
ity of the utterance than low noise frequency bands. This leads to the assumption
that a smaller q-value is desired for the high noise frequency bands and a higher
q-value is desired for the low noise frequency bands. Statistically a low fixed
q-value corresponds to a low noise estimate for all frequency bands and a higher
fixed q-value to a higher noise estimate. By adapting the q-value to the noise
level of the frequency band the low and high noise utterances will converge to
similar representations when the noise is eliminated, which subsequently should
lead to better ASR performance.

In contrast to the fixed q-value method in QBNE (represented by a vertical
line in Fig. 1 in subsection 2.1), the q-value in AQBNE is determined by a q-
estimation curve as shown in Fig. 3. The intersection between this curve and
each frequency curve is the noise estimate for the corresponding frequency. The
vertical dashed line in Fig. 3 refers to the minimum desired q-value.

The q-estimation curve is defined as follows:

f(q) = e(qmin−q)τ (4)

where qmin is the minimum allowed q-value and τ is the slope of the curve.

Define q̃ as the q-value associated with the intersection of the q-estimation
curve and the frequency curve, then q̃ is the solution of:

f(q̃) = |X(ω, i⌊q̃I⌋)| (5)

The noise estimate is then defined by

N̂(ω) = |X(ω, i⌊q̃I⌋)| (6)

and subsequently used as the noise estimate during spectral subtraction.
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Fig. 3. Data sorted by amplitude for different frequency bands for a low noise (solid
black) and high noise (dashed black) speech signal. The solid gray curve is the q-
estimation curve, and the dashed gray line is the minimum allowed q-value.

2.3 Speech Band Emphasizing Filter Bank

The predominant parametric representation of features in speech is Mel Fre-
quency Cepstrum Coefficients (MFCC), introduced in 1980 by Davis and Mer-
melstein as an improvement to Linear Frequency Cepstrum Coefficients (LFCC)
[2].

The method compresses the spectral information by applying the psycho
acoustic theory of critical bands combined with a mel scale warping of the fre-
quency axis, in order to more closely resemble human perception.

The method is implemented by applying a mel filter bank to the speech signal
consisting of half overlapping triangular filters linearly distributed on the mel
scale:

Hertz2Mel{f} = 2595 log

(

1 +
f

700

)

(7)

The output from each filter is integrated to produce the reduced and warped
spectrum which is then transformed into cepstrum coefficients. Fig. 4 (top) shows



the mel filter bank with 23 triangular filters as specified in the ETSI ES 201 108
standard [3].
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Fig. 4. The mel filter bank compared to the Speech Band Emphasizing filter bank
(SBE). The continuous lines are the normalized derivatives of the mapping functions
of Eq. 7 and 8indicating the concentration of triangular filters (importance functions).

While both the mel-scale and critical band assumptions are well founded
theoretically as well as experimentally they do not necessarily translate to robust
ASR. As Fig. 4 (top) reveals the filters in the mel filter bank are concentrated
with maximum resolution at low frequencies.

With the purpose to better focus on the speech information avaliable in the
signal, we will investigate a speech band emphasizing (SBE) filter bank, where
the filter concentration is empirically chosen to be highest at 1500Hz and to
decrease with higher and lower frequencies. To define the distribution using the
existing framework the mapping function between Hertz and mel is replaced by
a new mapping function between Hertz and the imaginary unit SBE:

Hertz2SBE{f} = 12 000 000f + 4500f2 − f3 (8)



Instead of distributing the triangular filters linearly on the mel scale the
filters are now distributed linearly on the SBE scale, which is defined by Eq. 8.
The resulting SBE filter bank is illustrated in Fig. 4 (bottom).

The mapping function in Eq. 8 is obtained by first defining an importance

function. This function attains values between 0 and 1, where 1 indicates ”most
important” and 0 indicates ”least important”. The importance function of the
SBE scale is defined by the polynomial (depicted as a continuos line in Fig. 4
(bottom)):

i(f) =
−(f − 1500Hz)2

(4000Hz− 1500Hz)2
+ 1 (9)

The mapping function is the indefinite integral of the importance function
with the arbitrary constant discarded (or set to a convenient value):

Hertz2SBE{f} = I(f) =

∫

i(f)df (10)

Because the unit SBE has no physical meaning or interpretation, any scale
factor can be applied to simplify the expression. In particular Eq. 8 is scaled by
18 750 000 to make the highest order coefficient unity.

3 Experimental Framework

To evaluate the methodology an experimental framework based on the Danish
SpeechDat-Car Digits Database is used, which is part of the Aurora-3 database[4].
The corpus comprises 2457 utterances recorded in a car under different noise con-
ditions, 265 utterances for quiet (motor idling, car stopped), 1513 utterances for
low noise (town traffic or low speed on rough road) and 679 utterances for high
noise (high speed on rough road). Each utterance is recorded synchroneously
by two microphones Close Talking (CT) and Hands Free (HF) using a sample
rate of 16 kHz and a 16bit quantization. This results in a total of 4914 speech
recordings.

Training and test definitions proposed by the Aurora consortium is used
which divide the test in three parts: Well Match (WM), Medium Mismatch
(MM) and High Mismatch (HM). In WM training and test are performed under
all conditions for both microphones. Because of the matched conditions under
training and test the WM scenario does not reveal the frontends ability to adapt
to unexpected noise during test. In MM training is performed at low noise level
and tested at high noise level, both with the HF microphone. MM is primarily
a test of the frontends ability to suppress additive noise. In HM training is per-
formed at all noise levels with the CT microphone and tested at high noise level
with the HF microphone. HM is primarily a test of independence of microphone
type, placement and distance relative to the speaker.

The speech recognizer used in Aurora is based on whole word HMMs. The
structure of each HMM is a simple left-to-right model 16-state 3-mixture per
state for each digit. The silence model is a 3-state 6-mixture and the short pause



Table 1. Results with mel filter bank.

Frontend WM MM HM Average AI

Aurora Baseline 80.13 51.56 33.61 58.50 -

Aurora Adv. Frontend 93.37 81.49 79.59 85.77 -

QBNE

q=0.40 84.60 66.80 21.72 62.65 3.73
q=0.45 84.19 68.10 35.95 66.50 14.99

q=0.50 83.77 65.23 38.05 65.85 14.40
q=0.55 81.58 63.80 38.63 64.62 12.77
q=0.60 80.46 63.15 40.68 64.46 13.29

Adaptive QBNE

qmin=0.30, τ=10 83.77 64.06 53.68 69.35 25.23

qmin=0.30, τ=15 85.12 67.45 36.32 66.74 15.29
qmin=0.35, τ=10 82.60 65.36 48.46 68.03 21.65
qmin=0.35, τ=15 83.10 66.67 41.22 66.88 17.40
qmin=0.40, τ=10 81.58 64.97 51.95 68.36 23.47
qmin=0.40, τ=15 82.24 65.49 48.54 67.95 21.61
qmin=0.45, τ=10 80.33 65.23 18.84 59.67 -1.61
qmin=0.45, τ=15 81.05 66.02 49.81 67.98 22.32

Table 2. Results with SBE filter bank.

Frontend WM MM HM Average AI

SBE baseline 82.04 54.43 31.59 59.76 1.40

SBE + Adv. Frontend N/A N/A N/A - -

QBNE

q=0.40 84.94 67.97 12.88 60.99 -1.88
q=0.45 83.49 71.74 32.21 66.56 14.33
q=0.50 83.75 70.83 46.15 69.83 24.22

q=0.55 81.22 68.49 23.20 62.26 4.29
q=0.60 80.78 65.76 36.82 64.53 12.35

Adaptive QBNE

qmin=0.30, τ=10 81.82 69.14 45.33 68.26 21.49
qmin=0.30, τ=15 83.92 70.57 31.47 66.14 13.20
qmin=0.35, τ=10 82.00 66.93 48.79 68.42 22.66
qmin=0.35, τ=15 81.84 69.66 36.65 66.28 15.40
qmin=0.40, τ=10 81.22 62.37 60.63 69.48 27.98

qmin=0.40, τ=15 82.69 68.36 49.81 69.45 24.73
qmin=0.45, τ=10 79.27 66.02 42.86 65.53 16.27
qmin=0.45, τ=15 81.84 67.45 52.90 69.57 25.99

Average is weighted 0.4WM+0.35MM+0.25HM. AI is the weighted average of the
improvements for each of the three test conditions compared to baseline. Best

accuracy in each category is in boldface.



model is a 1-state 6-mixture. The HMM parameters are estimated using Viterbi
training and Baum-Welch re-estimation procedure. To build and manipulate the
HMM’s the Hidden Markov Model Toolkit (HTK) is used [5].

4 Experimental results

The baseline reference is a 32 bit floating point precision C implementation of
the Aurora standard frontend (WI007) which is supplied with SpeechDat-Car
and fully specified in the ETSI ES 201 108 standard [3].

To enable easy implementation of the various methods an extensible clone
of this frontend has been written in Java using 64 bit floating point precision.
This frontend is the baseline for all relative improvement calculations, and will
be denoted baseline. This frontend has also been implemented with the SBE
filter bank in place of the mel filter bank. It is denoted SBE baseline. All tested
methods are implemented as extensions to these two frontends.

The results are reported in table 1 for methods implemented on the baseline

frontend, and in table 2 for methods implemented on the SBE baseline frontend.
Table 1 also shows the equivalent results obtained using the Aurora Advanced
Frontend as reported in [6].

The first three columns are the accuracies obtained for each of the three test
conditions. The averages are calculated as a weighting of these three results with
the equation 0.4WM+0.35MM+0.25HM. The rightmost column is a weighted
average of the improvement in each of the three results compared to baseline,
using the same weighting. For each method the best accuracies are typeset in
boldface.

The SBE filter bank performs slightly better than the mel filter bank. QBNE
shows even greater improvements, especially with the SBE filter bank. Adaptive
QBNE which sought to improve high mismatch performance succeeds ind this
regard, yielding even better results than QBNE, again especially in combination
with the SBE filter bank.

Fig. 5 shows a graphical approach of method comparison. For each method
and test condition, the best score is selected, and the improvement to baseline is
calculated. The white columns are methods implemented on baseline (mel filter
bank) and grey columns are methods implemented on SBE baseline (SBE filter
bank).

AQBNE is a clear advantage over QBNE in the high mismatch scenario with
an 80.39% improvement compared to a 21.04% improvement for QBNE with mel
filter bank. It achieves this without significantly compromising the performance
in WM and MM, reflected in an average improvement of 27.98% compared to
14.99% for QBNE with mel filter bank. Given the very small computational
impact of the method, compared to QBNE, it is a relevant improvement in all
ASR applications.

Furthermore it is evident that the SBE filter bank in general improves recog-
nition performance, and especially combines well with both QBNE and AQBNE.
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Fig. 5. Comparison of methods by improvement to baseline. For each method, the best
result for each of the three test conditions is selected.

Finally, it is observed that for MFCC the Aurora Advanced Frontend achieves
superior performance compared to AQBNE. So far the SBE frontend has not
been integrated with the Aurora Advanced Frontend in order to compare the
two feature representations.

5 Conclusion

In this paper the task of eliminating unwanted noise from a speech signal recorded
in a noisy car environment has been investigated. Two methods have been con-
sidered seperately and in combination.

The first method is Quantile Based Noise Estimation (QBNE), which esti-
mates the noise during both speech and non-speech sections. Adaptive QBNE
(AQBNE) is suggested and concluded to improve the standard QBNE. In ad-
dition an empirically chosen Speech Band Emphasizing filter bank (SBE) is
suggested as an alternative to the standard mel filter bank.

The experiments conducted on the Danish SpeechDat-Car database show
that SBE generally show an improvement over the standard mel filter bank (Au-
rora baseline), achieving significant increases in recognition performance when
combined with both QBNE and AQBNE.

Specifically AQBNE with SBE achieved remarkable results under highly mis-
matched training and test conditions with an 80.39% improvement compared to
a 21.04% improvement for QBNE with mel filter bank. The average improvement
for SBE with AQBNE was as high as 27.98% compared to 14.99% for QBNE
with mel filter bank.



Though for all test conditions, the Aurora Advanced Frontend achieves su-
perior performance compared to AQBNE, the AQBNE is still a relevant method
to consider for small foot print applications. In addition, it is relevant to investi-
gate the integration of the AQBNE and SBE methods into the Aurora Advanced
Frontend.
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